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Abstract— In a multi-agent environment, collaboration is the
key to performing joint tasks successfully. Despite the recent
flourish in the research on multi-agent collaborative tasks, there
is little emphasis on the construct towards the main task. Pre-
task agent manoeuvres of (1) object identification, (2) path-
finding and (3) visual navigation are always independently
addressed. We hypothesise that including collaboration even
in the build-up phase will significantly improve the pre-task
performance with better inter-agent communication and, in
turn, improve agent collaboration in the main task. This paper
introduces COLMAN: Collaborative Multi-Agent Navigation us-
ing Textual-Visual Embeddings. It is a multi-agent collaboration
in the build-up phase of the main task. We replace CNN
with CLIP, fine-tuned on AI2-THOR scenes and see a increase
of 5.92% accuracy by using the scene object embeddings.
Taking a step further and paving the way for the entire AI
community, we also consider the environmental impact of our
entire model training process for benchmarking and initiating
the process to move in the direction of sustainable AI research.
Released model, pre-training, and fine-tuning code implemented
in PyTorch are available on GitHub1.

Keywords— Multi-agent, visual navigation, collaboration, AI2-
THOR, CNN, CLIP, scene objects, embeddings

I. INTRODUCTION

Object goal navigation has been the research focus for the past
decade in the machine learning paradigm. It is a task where the
embodied AI agents learn to navigate towards an instance of an
object in an unseen environment [40]. The CNN-based approaches
[23, 39, 40] brought significant progress and achieved state-of-the-
art (SOTA) performance on these tasks. However, these approaches
follow the concept of environment mapping, inspired by the early

1COLMAN: https://github.com/NavneetSinghArora/Attention and Move

work of Simultaneous Mapping and Localisation (SLAM) [4, 5]
where a high degree of correlation builds between the objects and
the map locations along with localising the robotic agents in the
environment. This semantic mapping, along with the deep rein-
forcement learning (DRL) in photo-realistic 3D environments [13,
20, 29] poses many challenges. With the increase in environmental
complexity and longer-horizon tasks, memory is the key bottleneck
for the location mapping of the environment. It further induces the
bias toward the kind of environments shown during the learning
process [24, 30].

Recently, the emergence of Transformers [14] has shifted from
the CNN-based, memory-intensive and semantic mapping-based
approaches. The attention-inclusive, transformer-based approaches
leverage the egocentric views to form a spatial relationship [36] of
the setting. These transformers utilise the object information and
simultaneously have scene understanding with multi-head attention
[32, 42].

While the progress in this domain is significant, a multitude
of these approaches involves working with a single agent in an
environment [44, 47, 48] as multiple agents introduce a challenge of
working in non-stationary environments. While deploying multiple
agents, the work remains independent without any communication
[6, 16]. Through the TBONE architecture of the two-body problem
[18], authors Jain et al. bring in a system where multiple embodied
AI agents coordinate to accomplish a specific task. TBONE focuses
on the problem of furniture lifting and explores how communication
can enable agents to better learn by synchronising the interaction
with the environment while keeping the navigation independent with
some hidden benefits from communication. Cordial Sync [27], a
work based on TBONE by authors Jain et al., extends it further for
furniture movement with an introduction of synchronised and joint
policies.

While both works achieve SOTA, certain aspects are either
ignored or kept for future work. Two such aspects include (1)

https://github.com/NavneetSinghArora/Attention_and_Move
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synchronised policies during agent navigation and (2) inclusion of
natural language for task-based command. Wortsman et al., through
the work of Self-Adaptive Visual Navigation (SAVN) [21], show
how agents can generalise well in unseen environments through self-
supervised learning using ResNet [9] as image features and Glove
embedding [8] of the target object class as textual features, training
LSTM networks to perform visual navigation. In the work of Spatial
Attention [34], Mayo et al. add a fusion map of the features to
represent attention probability that can help direct the agent towards
the right goal location. These works strengthen the understanding
that using textual features can help enhance the agent’s learning
capabilities.

As the main focus of the approaches mentioned above is to
improve the collaboration between the agents through communi-
cation, they do not focus on using the textual embeddings of
the target object that proved helpful in previous works. In the
real-world scenario, the instructions are given orally as spoken
sentences. In order to let the agent know about the object in
concern, we focus on incorporating Natural Language Processing
(NLP) module to explore the effectiveness of textual embeddings to
make agents understand the object’s underlying semantic meaning.
It would subsequently lead to better object detection. The agents
also remain independent during navigation despite the availability of
communication and joint policies. Considering the impact of Sync
policies suggested in Cordial Sync, we also focus on how joint
policies can be utilised and contribute even during the navigation
phase. Furthermore, we hypothesise that integrating a more complex
object detection model would improve performance. Therefore,
we aim to make the task of navigation better by enabling object
recognition for multiple objects capturing the spatial information
when placing the agent anywhere in the scene. In order to achieve
that, we incorporate the work of Contrastive Language-Image Pre-
Training (CLIP) [35], a SOTA model that uses both image and
textual features to generate semantic embeddings, to perform the
task of visual navigation.

For this work, we take Cordial Sync as our baseline for modifi-
cations and updates. The code of Cordial Sync is updated to make
it compatible with the latest version of AI2-THOR and Python. We
removed insignificant parts2 that were only relevant for furniture
movement. Alongside, we train the CLIP model on our custom-
generated dataset (Section-IV-C) from the simulation environment
for object detection using textual features of the object class. Finally,
we apply the fine-tuned CLIP model to the Cordial Sync refined
baseline and report our findings using different metrics.

A. Individual Contributions
1) Navneet

• CLIP Dataset Creation (Section-IV-C)
• CLIP Training (Section-II-C)
• COLMAN Training (Section-III, Section-IV-D)

2) Aida
• Base Cordial Sync Training - Old Version (run with old

environment)
• Assistance for CLIP Training (Section-IV-C)
• COLMAN Training (Section-III, Section-IV-D)
• Environmental Impact Analysis (Section-IV-H)

3) Sana
• Spatial Attention Experimenting (run with old environ-

ment)

2The furniture movement task is discarded, due to the limited time,
available resources and complexity of the tasks involved.

• Base Cordial Sync Training - Upgraded Version
(Section-IV-D)

• COLMAN Training (Section-III)
4) David

• System Upgrade and Environment (Section-IV-A)
• Spatial Attention Experimenting (run with new environ-

ment)
• Initial integration of Cordial Sync into our project
• HPC Support (Section-IV-B)
• Base Cordial Sync Training (run with new environment

and still erroneous code) (Section-IV-D)
5) Rana

• CLIP Dataset Creation and debugging Support (Section-
IV-C)

• CLIP Training Assistance (Section-II-C)
• COLMAN Training (Section-III)

We divide the rest of the paper into multiple sections and
subsections. Section-II gives an overall view of the system and
provides the technical depths into the different components involved.
Section-IV provides detailed information about the experiments
conducted, along with the metrics, dataset and results. Finally, we
conclude with Section-V.

II. SYSTEM OVERVIEW

The system follows three different components, including:
1) (TBONE) Two Body Problem: Collaborative Visual Task

Completion,
2) Multi-Agent Sync Policies, and
3) CLIP: Contrastive-Language Image Pre-training [35].

To study the algorithmic abilities of our system, we firstly introduce
these architectures.

A. Two Body Problem (TBONE): Collaborative Visual Task
Completion

TBONE architecture explores the visual aspects of collaboration
through inter-agent communication. The main task is lifting a heavy
target object in an environment that a single agent cannot handle
[18]. In order to achieve that, the authors Jain et al. make a
constraint where the agents visually and independently navigate in
the environment. At the same time, analysing two different aspects
of communication: (1) implicit and (2) explicit communication. The
agents do explicit communication while processing; (1) the history
of observations and actions, (2) current observations, and (3) the
communication received from the other agent. While doing the
explicit communication, the implicit communication occurs through
the visual scene observation, where the agents learn the positions
and actions performed by the other agents over time.

As shown in Figure-1, at any time t, the agents receive and
perceive the AI2-THOR-based scene visual input as an image
it

3. The perception takes place using CNN [10] based visual
encoder yielding a vector embedding vt. This vector embedding, in
combination with the historical representations (past observations
and actions limited to the previous time step and accumulated over
time) ht−1, aggregated by LSTM (Long Short-Term Memory) [2],
computes a policy πθ over all the available actions4 as a probability
distribution and finally chooses the best possible action at for the

3Visual Scene Input: All the images are the first-person views obtained
from AI2-THOR.

4Available Actions: Done, MoveAhead, MoveLeft, MoveRight, Ro-
tateLeft, RotateRight, PickupObject.

2



COLMAN: Collaborative Multi-Agent Navigation using Textual-Visual Embeddings

Agent 1

CNN 
 

LSTM
Comm. &

Belief
Refinement 

Comm. &
Belief

Refinement 
Actor

+

CNN 
 LSTM

Comm. &
Belief

Refinement 

Comm. &
Belief

Refinement 

Agent 2

1
0

1
0

Critic

Actor

Critic

+

+ +

Residual 
connect 

Talk stage Reply stage 

Figure 3: Overview of our TBONE architecture for collaboration.

must learn a mapping from visual observations to actions
which influence the environment. Consequently the task is
well suited for an RL formulation, a perspective which has
become popular recently [62, 1, 16, 17, 33, 42, 86, 59, 5,
8, 90, 25, 36, 91, 37]. Some of these approaches compute
actions from observations directly while others attempt to
explicitly/implicitly reconstruct a map.

Following recent techniques, our proposed approach also
uses RL for visual navigation. While our proposed ap-
proach could be augmented with explicit or implicit maps,
our focus is upon multi-agent communication. In the spirit
of factorizing out orthogonal extensions from the model, we
defer such extensions to future work.
Navigation and Language: Another line of work has
focused on communication between humans and virtual
agents. These methods more accurately reflect real-world
scenarios since humans are more likely to interact with an
agent using language rather than abstract specifications. Re-
cently Das et al. [19, 21] and Gordon et al. [34] proposed to
combine question answering with robotic navigation. Chap-
lot et al. [15], Anderson et al. [2] and Hill et al. [39] propose
to guide a virtual agent via language commands.

While language directed navigation is an important task,
we consider an orthogonal direction where multiple agents
need to collaboratively solve a specified task. Since visual
multi-agent RL is itself challenging, we refrain from intro-
ducing natural language complexities. Instead, in this paper,
we are interested in developing a systematic understanding
of the utility and character of communication strategies de-
veloped by multiple agents through RL.
Visual Multi-Agent Reinforcement Learning: Multi-
agent systems result in non-stationary environments posing
significant challenges. Multiple approaches have been pro-
posed over the years to address such concerns [82, 83, 81,
30]. Similarly, a variety of settings from multiple coopera-
tive agents to multiple competitive ones have been investi-
gated [51, 65, 57, 11, 63, 35, 56, 29, 61].

Among the plethora of work on multi-agent RL, we want
to particularly highlight work by Giles and Jim [32], Kasai
et al. [43], Bratman et al. [9], Melo et al. [58], Lazaridou

et al. [53], Foerster et al. [28], Sukhbaatar et al. [79] and
Mordatch and Abbeel [61], all of which investigate the dis-
covery of communication and language in the multi-agent
setting using maze-based tasks, tabular setups, or Markov
games. For instance, Lazaridou et al. [53] perform exper-
iments using a referential game of image guessing, Foer-
ster et al. [28] focus on switch-riddle games, Sukhbaatar
et al. [79] discuss multi-turn games on the MazeBase envi-
ronment [80], and Mordatch and Abbeel [61] evaluate on a
rectangular environment with multiple target locations and
tasks. Most recently, Das et al. [20] demonstrate, especially
in grid-world settings, the efficacy of targeted communi-
cation where agents must learn to whom they should send
messages.

Our work differs from the above body of work in that
we consider communication for visual tasks, i.e., our agents
operate in rich visual environments rather than a grid-like
maze, a tabular setup or a Markov game. We are partic-
ularly interested in investigating how communication and
perception support each other.
Reinforcement Learning Environments: As just dis-
cussed, our approach is evaluated on a rich visual environ-
ment. Suitable environment simulators are AI2-THOR [48],
House3D [88], HoME [10], MINOS [73] for Matter-
port3D [14] and SUNCG [78]. Common to these envi-
ronments is the goal of modeling real world living envi-
ronments with substantial visual diversity. This is in con-
trast to other RL environments such as the arcade environ-
ment [4], Vizdoom [45], block towers [55], Malmo [41],
TORCS [89], or MazeBase [80]. Of these environments,
we chose AI2-THOR as it was easy to extend, provides high
fidelity images, and has interactive physics enabled scenes,
opening up interesting multi-agent research directions be-
yond this current work.

3. Collaborative Task Completion

We are interested in understanding how two agents can
learn, from pixels, to communicate so as to effectively and
collaboratively solve a given task. To this end, we develop a

6691

Figure 1: TBONE architecture. Figure from [18].

agent Equation-1. Along with the visual vector embeddings, the
LSTM block also takes in a learnable embedding unique for each
agent called an agent embedding e, concatenating it with visual
vector embedding and producing the agent-specific beliefs. These
beliefs get shared between the agents during the communication
phase, allowing for better performance.

at = max[πθ(at|vt, ht−1)] (1)

As the main focus of this experiment was to analyse the effects of
communication between the agents, the authors ignore the aspects
of object detection by keeping a single target object. On top, the
environment includes constraints, including (1) minimum distance
between the object and the agent and (2) minimum distance between
the two agents being the two most important ones.

The authors use the Reinforcement Learning (RL) based Asyn-
chronous Advantage Actor Critic (A3C) [12] approach for model
training. Furthermore, the work involves a warm start using Dagger
[7] for efficient and faster model training, without which the training
of the agents was infeasible.

B. Multi-Agent Sync Policies
Cordial Sync is an extension work of the TBONE authors to

make agents collaboratively move the lifted object. The policies
used in TBONE were calculated individually and were of rank one,
which would diminish the ability of the model to learn complex
policies. Therefore, the authors of Cordial Sync introduce Sync
policies which enable more expressive joint policy [27]. The process
is depicted in Figure-2.

In the usual multi-agent setup, each agent independently samples
an action from its policy. However, this limits the policy learning
to happen jointly among the agents. To enable some form of joint
policy learning, the authors perform a two-step process. At first,
for each agent at time step t, the output from the communication
layers of TBONE Ct is used and fed into a shared function called
fθ which has θ learnable parameters. The function is represented
as αt = fθ(Ct). Here αt is a multinomial consisting of shared
probabilities and helps easily synchronise the actions’ sampling
across the agents. Moreover, shared seed computation takes place
using the sum of each agent’s randomly generated seed. Finally, this
shared seed initiates sampling of j from the αt.

Next, each agent generates multiple policies πt,1..πt,m using
m−1 additional linear layers in the TBONE, where m <= |a| and

a is the finite set of possible actions. The policy πj for choosing
the action is selected using the generated j value. This way, the
model shared some part of the process of selecting an action,
therefore, making the policy more expressive. Hence, the agents can
generate multiple policies (high ranked) and synchronise the action
through them when combined with the mixture weight αt and the
outer product from each agent’s selected policies. This process is
called a mixture-of-marginals, and for two agent setup, it equates to:

mixture-of-marginals = Σm
j=1αj ∗ π1

j ⊗ π2
j (2)

This joint policy better represents a decentralised execution of
the agents and is high rank and therefore can represent complex
policy for complex tasks such as coordination.

C. CLIP: Contrastive-Language Image Pre-training
In the domain of NLP, pre-training methods, learning directly

from the raw text on the web, created a new trend in the world
of deep learning models. It leads to the emergence of models like
BERT [15] and GPT-3 [22], suggesting that specific training datasets
are not required to be competitive across various tasks. The authors,
Radford et al., try to use this approach in the computer vision
domain, where pre-training with standard datasets like ImageNet
[11] is standard practice. They bring in another rare aspect of
learning image representations using textual supervision.

In order to pre-train the model, the authors prepare a custom
dataset (400 million image-text pairs). Furthermore, to train this
dataset, more efficient contrastive learning [45] is adopted compared
to the supervised and generative learning approaches. As shown in
Figure-3 the model jointly trains an image encoder for learning the
image feature representations and the text encoder for extracting
the textual encoding before contrastively matching the pairs (blue
boxes in Figure-3).

Despite the success of contrastive learning approaches, the min-
imal sufficient representation [33, 37] is insufficient for a wide
range of downstream tasks [46]. Similarly, Wang et al. [38] refer to
the presence of under-clustering and over-clustering, depending on
the number and quality of positive and negative samples available
during training. Zheng et al. [41] also lead to a similar conclusion,
but from a different perspective.

However, most of these approaches fine-tune the underlying
model using the contrastive approach, which might not be feasible

3
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Figure 1. Summary of our approach. While standard image models jointly train an image feature extractor and a linear classifier to predict
some label, CLIP jointly trains an image encoder and a text encoder to predict the correct pairings of a batch of (image, text) training
examples. At test time the learned text encoder synthesizes a zero-shot linear classifier by embedding the names or descriptions of the
target dataset’s classes.

classification datasets by scoring target classes based on
their dictionary of learned visual n-grams and predicting the
one with the highest score. Adopting more recent architec-
tures and pre-training approaches, VirTex (Desai & Johnson,
2020), ICMLM (Bulent Sariyildiz et al., 2020), and Con-
VIRT (Zhang et al., 2020) have recently demonstrated the
potential of transformer-based language modeling, masked
language modeling, and contrastive objectives to learn im-
age representations from text.

While exciting as proofs of concept, using natural language
supervision for image representation learning is still rare.
This is likely because demonstrated performance on com-
mon benchmarks is much lower than alternative approaches.
For example, Li et al. (2017) reach only 11.5% accuracy
on ImageNet in a zero-shot setting. This is well below the
88.4% accuracy of the current state of the art (Xie et al.,
2020). It is even below the 50% accuracy of classic com-
puter vision approaches (Deng et al., 2012). Instead, more
narrowly scoped but well-targeted uses of weak supervision
have improved performance. Mahajan et al. (2018) showed
that predicting ImageNet-related hashtags on Instagram im-
ages is an effective pre-training task. When fine-tuned to
ImageNet these pre-trained models increased accuracy by
over 5% and improved the overall state of the art at the time.
Kolesnikov et al. (2019) and Dosovitskiy et al. (2020) have
also demonstrated large gains on a broader set of transfer
benchmarks by pre-training models to predict the classes of
the noisily labeled JFT-300M dataset.

This line of work represents the current pragmatic middle
ground between learning from a limited amount of super-
vised “gold-labels” and learning from practically unlimited
amounts of raw text. However, it is not without compro-

mises. Both works carefully design, and in the process limit,
their supervision to 1000 and 18291 classes respectively.
Natural language is able to express, and therefore supervise,
a much wider set of visual concepts through its general-
ity. Both approaches also use static softmax classifiers to
perform prediction and lack a mechanism for dynamic out-
puts. This severely curtails their flexibility and limits their
“zero-shot” capabilities.

A crucial difference between these weakly supervised mod-
els and recent explorations of learning image representations
directly from natural language is scale. While Mahajan et al.
(2018) and Kolesnikov et al. (2019) trained their models for
accelerator years on millions to billions of images, VirTex,
ICMLM, and ConVIRT trained for accelerator days on one
to two hundred thousand images. In this work, we close
this gap and study the behaviors of image classifiers trained
with natural language supervision at large scale. Enabled
by the large amounts of publicly available data of this form
on the internet, we create a new dataset of 400 million (im-
age, text) pairs and demonstrate that a simplified version of
ConVIRT trained from scratch, which we call CLIP, for Con-
trastive Language-Image Pre-training, is an efficient method
of learning from natural language supervision. We study
the scalability of CLIP by training a series of eight models
spanning almost 2 orders of magnitude of compute and ob-
serve that transfer performance is a smoothly predictable
function of compute (Hestness et al., 2017; Kaplan et al.,
2020). We find that CLIP, similar to the GPT family, learns
to perform a wide set of tasks during pre-training including
OCR, geo-localization, action recognition, and many others.
We measure this by benchmarking the zero-shot transfer
performance of CLIP on over 30 existing datasets and find

Figure 3: CLIP: Contrastive Learning pre-training representa-
tion schema using contrastive matching of the text and image
features as shown in blue diagonal values. Figure from [35].

in many cases. In contrast, as suggested, explored and successfully
proven in recent studies [25, 26, 33], fine-tuning the contrastive
models in a supervised manner can lead to better performance in
the underlying downstream task. Also, considering the embodied
AI agents, simulator environments and the scenes/objects available,
computing the good quality negative and positive samples is diffi-
cult, especially with a multi-agent setup.

Hence, we modify the underlying CLIP model for fine-tuning the
embodied AI task using the custom dataset (Section-IV-C). Figure-
4 (top) shows the modified architecture. The initial structure of
the model remains the same, where the image-text5 pair of AI2-
THOR visual scenes (3x224x224 image resolution) are used as
input from the collected dataset and passed onto the respective
transformer-based image encoder (Vision Transformer [31], a ViT-

5the text for every input image contains the class name of the objects
available in the scene

B/32 having 32 layers with vector embedding of 1x1280) and
transformer-based text encoder (Text Transformer [14], 12 layer
model with eight attention heads with vector embedding of 1x512).
The respective encoders result in the required visual scene’s image
feature embeddings (transformed to vector embedding of 1x512)
and object-based scene’s textual embeddings (transformed to vector
embedding of 50x512). After that, the model computes the scene
similarity to transform it further using the Softmax [1] layer (trans-
formed to a vector embedding of 1x50, pertaining to 50 distinct
objects available in the scene). It finally results in the combined
probability distribution of the objects in the scene. As the fine-
tuning works using a supervised approach, the contrastive loss is
replaced by the probabilistic cross-entropy loss [17]. For computing
the loss, the object probability distribution is computed from the
scene metadata, containing the information related to the proportion
of object presence and visibility in visual input. We observe that the
model not only becomes capable of detecting the objects but also
learns the spatial information (nearby objects in the scene to the
target object). This is later explained in Section-IV-F.

III. COLMAN: COLLABORATIVE MULTI-AGENT
NAVIGATION USING TEXTUAL-VISUAL EMBEDDINGS

We now describe the proposed architecture for the furniture
lifting task, which we name COLMAN. The agents locate the object
and then navigate towards it. The overall architecture is shown
Figure-4.

Each agent gets an egocentric view of the object in the form
of an RGB image of dimension 3x224x224. This local visual
observation is first passed into the CLIP model and processed as
described in Section-II-C. The scenes of the environment can be
static or dynamic, further described in Section-IV-D. CLIP generates
a vector embedding whose dimensions depend upon the use of
textual features. If textual features are incorporated, then the output
vector embedding is of dimension 1x50; otherwise, dimension
1x512. An additional learnable vector embedding of dimension 1x8
concatenates to this output vector embedding that gives the agents
the capacity to develop distinct, complementary strategies [18]. The
following two modules, LSTM and communication, are like how it

4
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is in TBONE after CNN layers, as described in Section-II-A. LSTM
takes the CLIP output vector embedding and the history of previous
observations to generate the agents’ beliefs about the environment.
In a multi-agent environment, it is imperative that the agents have
some form of communication and coordination for a collaborative
task of furniture lifting. Communication is incorporated among
agents using communication modules, namely the talk and reply
stage, to refine the local belief of the agents. It helps reduce the
number of unsuccessful pickups and for better coordination [27].
This refined belief facilitates the generation of policy for learning.
The policy generation happens using sync policies as described in
Section-II-B. A3C algorithm processes this generated policy and
enables learning in the agents.

The following section explains the critical components and
related experiments to train this model.

IV. EMPIRICAL ANALYSIS

A. System Upgrade and Environment
During the implementation phase of our project, when training

the native Cordial Sync implementation on our systems for evalu-
ating stability and capability, we encountered two bottlenecks. The
first bottleneck was the inability to run the old AI2-THOR version
2.1.1 headless on a system without root privileges. Secondly, the old
AI2-THOR version provokes various instabilities and performance
issues. Despite working around these bottlenecks, we decided to
update requirements to the recent and more stable version 4.3.0 of
AI2-THOR that (1) allows using CloudRendering and (2) includes
various stability fixes. When upgrading, other vital components such
as Python and PyTorch have also been elevated to current versions to
improve overall performance and stability. The code base of Cordial

Sync was updated accordingly to ensure that the code behaviour
stayed the same after accommodating upgrades. Moreover, we have
reduced the code base to only support FurnLift and no FurnMove
experiments.

B. High-Performance Computing (HPC) Support

It was unclear at the project’s early stages if our department
could provide enough resources for model training, evaluation
and testing. Therefore the project has been set up to support the
HPC cluster run by the University of Hamburg. HPC support
is enabled by providing Python and Bash scripts for (1) pre-
fetching prerequisites such as the AI2-THOR environment binary
and (2) creating a SingularityCE [43] container that allows the
execution of our project on the HPC cluster using Simple Linux
Utility for Resource Management (SLURM) [3] and (3) copying
the pre-fetched data, pre-build container and necessary scripts onto
the Hummel cluster needed for remote setup and execution of
our project6. As the project progressed, the department provided
us with a workstation that made further development of better
Hummel integration obsolete. However, we believe that the provided
implementation and documentation will guide other scientists in
setting up a complex project on HPC and is, therefore, valuable.

C. CLIP Dataset

In order to fine-tune the pre-trained CLIP model, we create
a custom dataset. The data capturing for the dataset takes place

6We base our work on the scripts for the creation of a SingularityCE
container and the execution on Hummel via SLURM on work kindly
provided by Dr Mikko Lauri.
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Figure 5: Metric Comparison using dynamic scenes. From top-left to bottom-right; the figure shows (a) accuracy (b) episode-
length (c) final distance (d) MD-SPL (e) reward and (f) A3C Loss

using the simulation environment of AI2-THOR. The data collection
process involves creating a multi-agent environment7.

The visual inputs collected in the dataset are first-eye views from
the agents. For each scene, both agents get randomly initialised8

in the environment. As the degree of rotation for the agent is 30
degrees, each agent captures 12 distinct images at a given position
in the scene. While capturing the visual scene, one agent is always
static. This constraint ensures that no two images captured are
redundant in the process. The dynamic agent can only do a set of
actions, limited to MoveAhead, MoveBack, MoveLeft, MoveRight,
RotateRight and Done.

Along with capturing the visual scene input, the process also
saves the visual scene metadata information, including (1) available
objects in the scene, (2) visible objects in the scene and (3) bounding
box information of the scene. It is necessary to create ground truth
information while fine-tuning the model. In this order, a total of
400,000+ images with the ground-truth data for model training have
been collected, pertaining to a set of 30 LivingRoom scenes. Finally,
the dataset gets split into three sets of train/val/test in the ratio of
60:20:20.

D. Experimentation
The training arguments of Cordial Sync and COLMAN are

almost the same as they were for TBONE. Warm-start occurs for
the first 10,000 episodes as explained in Section-II-A. We set the
number of agents as two. We set television as the object of interest.
The scene types that the agents explore can be static or dynamic. If
the scenes are static, then the location of the television will always

7The environment is limited to the living room scenes available in AI2-
THOR for reduced complexity and to control the size of the dataset

8Random position initialisation takes place using the available reachable
positions of a scene loaded in the environment

be the same in every iteration of an episode for that particular
scene. If it is dynamic, then the television is placed on the floor
in a randomly chosen location in the scene. After this, the agents
choose their actions purely using the generated policy. An episode
is successful if both the agents reach within 500 time steps(250
per agent) and are on either side of the television within a 1.5m
distance. We set the horizon of the agents to 0 degrees as opposed
to 30 degrees in TBONE. Rewards are discrete, where a successful
pickup leads to 1 for each agent for successful pickup, -0.01 step
penalty to discourage long trajectories and -0.02 for failed action
[18].

As mentioned in Section-IV-A. Our first experiment is to replicate
the baseline defined in the paper Cordial Sync, which uses CNN
along with dynamic scenes on the old AI2-THOR version. Fol-
lowing that, we use the upgraded AI2-THOR to perform our next
experiments. To verify the model’s functioning using the upgraded
version, we perform the following two experiments: with CNN for
object detection using static scenes (CNN-S) and dynamic scenes
(CNN-D). These experiments are a part of our ablation study to
observe the potential benefits the model could gain in performance
by upgrading the versions. We report the results in Table-I.

As our next step was integrating CLIP in Cordial Sync, we fine-
tuned the CLIP model on the AI2-THOR dataset we created to have
a pre-trained CLIP model that we use in COLMAN. We report the
training results of this fine-tuning in Table-I.

Our next set of experiments consists of training COLMAN where
we incorporate our enhancements, i.e., using the fine-tuned CLIP
model instead of CNN. We conducted three experiments varying
the models based on scene types and the use of textual features
with CLIP, where we expect CLIP to perform better than CNN.
We use two different variants of CLIP that depends on the use
of textual features. We perform the experiments on these variants
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Figure 6: Metric Comparison for all experimentation scenarios. From top-left to bottom-right; the figure shows (a) accuracy
(b) episode-length (c) final distance (d) reward and (e) MD-SPL.

using static and dynamic scenes. To sum up, these make up our three
experiments with their results in the tables mentioned, namely CLIP
without textual features and static scenes(CLIP-S-W(O)T), CLIP
without textual features and dynamic scenes (CLIP-D-W(O)T), and
CLIP with textual features and dynamic scenes (CLIP-D-WT). The
results are reported in Table-I. We do not include CLIP with textual
features and static scenes for the reason mentioned in Section-
IV-H. We also use the first two experiments for the ablation study
to analyse the differences in scene types. We hypothesise that
CLIP performs better with textual features and that dynamic scenes
would help prevent overfitting and provide a large variety of scene
settings for optimal learning. Hence, the model that uses CLIP with
textual features and dynamic scenes would give us the best overall
performance.

E. Metrics
We use the same evaluation metrics as the Cordial Sync ex-

periment to compare our results qualitatively and quantitatively to
baseline results. The first metric we use is the Manhattan-Distance
based Success Path Length (MD-SPL) which is adapted from regular
SPL and is as follows:

MD-SPL = Nep
−1

Nep∑
i=1

Si
mi / dgrid

max (pi,mi / dgrid)
(3)

where Nep represents the test episodes, Si stands for the re-
spective episode’s i success or failure, mi brings in the Manhattan
distance from the start location of the target to the goal location, dgrid

is the distance between adjacent grid points, and pi is the number
of actions executed by each agent.

Besides accuracy and reward, we also include episode length and
final distance in the metrics. Episode length is determined based on
the average number of actions each agent takes in an episode. At
the end of each episode, the final distance indicates the distance left
to cover by the agents to reach the target.

F. Results

When comparing CLIP-D-WT and CNN-D on their training
values, we observe that the accuracy trend is similar, as seen in
Figure-5(a). However, when we look at the trend on the validation
set in Figure-7, we observe that CLIP-D-WT performs much better
than CNN-D on unseen scenes, which is also reflected by smaller
episode lengths and final distance of CLIP-D-WT as can be seen
on Table-I.

Moreover, we can see a slower convergence of CLIP-D-WT when
looking at the accuracy, episode length, and reward values reported
on Table-I, which is visible through the loss trend in Figure-5(f).
Therefore when running CLIP-D-WT for an extreme 500k episodes,
the results are comparable to those of CLIP-D-W(O)T in terms of
the episode length, training accuracy and reward and a much better
result for MD-SPL.

When comparing validation results of CNN-D with CLIP-D-WT
in Table-II, we observe a similar trend as seen on training values,
but here CLIP-D-WT outperforms CLIP-D-W(O)T on the episode
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Table I: Quantitative results for Training

Experiment MD-SPL ↑1 Ep len ↓1 Final dist ↓1 Accuracy (Success) ↑1 Reward ↑1

Static scenes (100K episodes)
CNN-S 0.1390 176.9 2.228 0.59 0.6749
CLIP-S-W(O)T 0.7489 67.85 1.876 0.96 0.844

Dynamic scenes (100K episodes)
CNN-D 0.3057 165.4 1.570 0.91 -0.3592
CLIP-D-W(O)T 0.4064 103.4 1.529 0.96 0.4692
CLIP-D-WT 0.3235 149.6 1.535 0.93 -0.1106

Dynamic scenes (300K episodes)
CLIP-D-WT 0.4052 118 1.588 0.95 0.3069

Dynamic scenes (500K episodes)
CLIP-D-WT 0.4302 102.2 1.544 0.96 0.552

Table II: Quantitative results for Validation

Experiment MD-SPL ↑1 Ep len ↓1 Final dist ↓1 Accuracy (Success) ↑1 Reward ↑1

Static scenes (100K episodes)
CNN-S 1.158e-27 500 3.61 4.0018e-3 -8.938
CLIP-S-W(O)T 1.8807e-4 499.7 3.088 0.02211 -7.851

Dynamic scenes (100K episodes)

CNN-D 0.1641 321.8 2.286 0.3603 -2.539
CLIP-D-W(O)T 6.1424e-7 500 2.977 0.09728 -7.143
CLIP-D-WT 0.1582 290.1 1.798 0.4195 -3.334

Dynamic scenes (300K episodes)
CLIP-D-WT 0.08395 310 2.047 0.4196 -2.788

Dynamic scenes (500K episodes)
CLIP-D-WT 0.03844 462.1 1.839 0.4194 -5.781
1 An arrow points downwards or upwards according to the desired values of the respective metric. For MD-SPL, Accuracy, and Reward, the higher

is better. However, the Episode length and Final distance follow the lower the better pattern. All the performance metrics are recorded and analyzed
through tensorboard.
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Figure 7: Accuracy (Validation)

length, final distance and accuracy. Any further training of CLIP-
D-WT resulted in improved MD-SPL and reward metrics; however,
between 300k and 500k episodes, an increase in episode length
and decrease in reward indicates overfitting. Furthermore, Figure-
5 shows trends of other metrics computed on the dynamic scene
environment. In all these evaluation metrics, CLIP-D-WT is seen
as outperforming in all scenarios.

G. Ablation Studies
1) Effect of upgrades on Cordial Sync: After incorporating

the updates to the original Cordial Sync FurnLift experiment, we

could see that the upgrades did not cause any significant problems.
We observed that the model was stable; however, the accuracy for
Cordial Sync remains higher with a value of 0.423 compared to
0.3603 for CNN-D. Interestingly, while Cordial Sync performed
better for most metrics, MD-SPL for CNN-D is considerably higher
than that for Cordial Sync.

2) Effect of changes in scene type: One of our configuration
setups was static or dynamic scene type. As the target object
(television) in the old AI2-THOR is always on the table, it is
fascinating to see the upgraded version with a more realistic scenario
of placing it on the wall and other locations. It provides a reason
to explore the environments where the object is not directly on the
horizon of the agents. However, the real-life environment is not
static, and agents must learn how to navigate and perform in the
dynamic one.

As shown in Figure-6, the models executed in the static envi-
ronment converged faster and over-fitted on the training dataset in
the early stages. In contrast, the models in the dynamic environment
allowed more options for explorations and provided multiple scenar-
ios within the limited number of scenes. It resulted in models taking
much more time to learn and converge but were more adaptable to
not yet seen scenes from the validation set.

Nevertheless, we noticed that CLIP-S-W(O)T outperformed
CNN-S. For 100K steps, MD-SPL increases from 0.1390 to 0.7489,
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and accuracy jumps from 0.59 to 0.96. Due to CLIP’s ability to
memorise the target object’s location (TV), it starts overfitting.
Therefore, we observe a substantial reduction in episode length,
from 176.9 to 67.85 and in final distance from 2.228 to 1.876.
Missed pickups value reduces from 0.08 to 0.062. In contrast, Failed
pickups seem to be higher than 0.144 at exactly 100K episodes.
However, if smoothing is applied, we can see the trend line is
downward, indicating CLIP performs better when replaced with
CNN in static scene configuration.

3) Effect of using textual features in CLIP: During training,
all CLIP-D-W(O)T metrics are better than the CLIP-D-WT for
100K episodes. It happens due to the slow convergence of the CLIP
model. However, if we keep training CLIP-D-WT for 300K and even
for 500K episodes, as shown in Table-I, then CLIP with text start
surpassing CLIP without text. It occurs because the CLIP model
with textual features takes a long time to converge, but once trained
fully, it performs better.

By looking at the validation accuracy, we can see differences be-
tween CLIP-D-W(O)T and CLIP-D-WT. CNN-D and CLIP-D-WT
both outperform CLIP-D-W(O)T on accuracy over the validation
set, which shows that using textual features with CLIP has a positive
effect and is necessary for better performance.

H. Environmental Impact Analysis
With computers becoming more powerful, there is a growing

demand for training large models on massive datasets. The results
of such pre-training lead to the best-performing model. However,
this comes with the cost of energy consumption and the number
of emissions. Hence, it becomes essential for scientific papers to
report not only experiment details and model performance but the
model’s efficiency as an evaluation criterion (as proposed by [28]).
In this section, we report hardware details, the corresponding time
required to train the model with five different configurations and
the estimated carbon emissions.

We perform all the experiments using a private infrastructure on
NVIDIA TITAN X hardware. To conduct a more efficient study,
we made a few arrangements. The first one is while incorporating
CLIP. While training the CLIP model, we decided to freeze all but
the last fully-connected layers to speed up the process. CLIP model
has been pre-trained on a huge dataset with a wide variety of objects;
hence for our task, it was enough to fine-tune the last layers of the
model on the collected photo-realistic dataset. The model trained
with frozen layers was still robust for the image recognition task;
however, the training with such a setup took less time to be executed.

Overall, we conducted two experiments with static scenes using
CNN and CLIP, respectively. As one of our interests was to see the
impact of textual embeddings on the model’s performance, we had
to test CLIP with and without text features. However, we noticed
that the model was overfitting with CNN and CLIP without text
with the static scenes scenario. Therefore we have decided not to
execute COLMAN using CLIP with text features to save time and
resources.

By the end of our experiments, we could observe that COLMAN
with CLIP object detection was performing slightly better than with
CNN. However, we noticed a considerable difference in training
times in both static and dynamic scenarios. COLMAN with CNN
in dynamic scenes was executed for 37 hours, which resulted in
approximately 4 kg of CO2eq. emissions, the model with CLIP
and text features completed training 6 hours earlier and resulted
in approximately 3.35 kg of CO2eq.. These results are equivalent
to 16.1 and 13.5 km of a standard ICE drive, as seen in Table
III. The model with CLIP and without text features had the worst

Table III: Experiment time and estimated emissions.

Experiment
Time

(hours)
↓ CO2eq. emissions

(kg)
↓ Equivalence in

ICE drive (km)
↓

Static scenes
CNN-S 15 1.62 6.55
CLIP-S-W(O)T 10 1.08 4.36

Dynamic scenes
CNN-D 37 4 16.1
CLIP-D-W(O)T 43 4.64 18.7
CLIP-D-WT 31 3.35 13.5

performance with respect to time, we assume that such behaviour
occurred due to the fact that the size of the embedding with this
setup was larger than for others; hence, it resulted for a model to
take more time to learn.

Throughout the study, we faced multiple hardware issues, which
resulted in many unsuccessful runs that the paper does not report.
Another point is that the paper this study is based on report their
results after 100K epochs. Hence to make our results comparable
with theirs, we also ran the experiments for 100K epochs; however,
we could observe promising results even before. It brings us to the
fact that the studies primarily focus on performance disregarding
the resources it takes to achieve them, so hopefully, new studies
will aim to find a balance between performance and efficiency of
the model.

The estimations were conducted using the MachineLearning Im-
pact calculator presented in [19]. We understand that the results are
only approximations of real carbon emissions, and there are much
more factors that are not yet involved in calculations. However, we
believe that the works should report the environmental impact of
ML models.

V. CONCLUSION AND DISCUSSION

We propose COLMAN, a model that collaboratively navigates
towards a target object. We use Cordial Sync as the baseline and
extend the work to include the CLIP model for performing object
detection and navigation while incorporating textual features. The
upgrades in the model help in the further development and extension
of the modules. We observed through the experiments that using
textual features can improve the overall task performance on the
unseen dataset. We also see that COLMAN with textual features
take longer to converge than the baseline model, which can be
attributed to the fact that transformers take longer to learn. That
could also be the reason why our training trend was similar to the
CNN baseline. Another aspect is the reduced vector dimensions
which influence the overall learning of the CLIP model and results
in slower model convergence.

Due to lack of time and technical challenges, the task of
FurnMove is considered as the future work, where the agents
collaborate to pickup and move the objects in the environment.
Thus, limiting the current scope to enhancing visual object detection
and navigation. Despite the progress, there is a lot which can be
achieved and have not been explored in the multi-agent environment.
As seen with the results, the model performance improves with
the inclusion of textual embeddings of the target object. This can
be further enhanced to include the text along the command based
textual embeddings to incorporating complete sentences to generate
a more semantic understanding of the visible environment. We can
extend this work to involve graph algorithms for better object search
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and aiding in navigation. Another opportunity presented by this
result is to add the speech modality along with the depth images.
Considering the amount time taken to generalise the models, it
proves that the communication between the agent to create joint
policies needs further improvement.

Our contributions to executing training on Hummel nodes will
also be helpful for the future in order to fully utilise with the
multi-processing capabilities. Moreover, this research also shows
the amount of impact these large machine learning models have
on the environment, which can help us to plan and execute more
sustainable studies in the future.
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